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Abstract

Digitization has transformed how users find and use copyrighted goods, but many existing legal

options remain difficult to access, possibly leading to infringement. In a field experiment, we contact

firms that are caught infringing on expensive digital images. Emails to all firms include a link to the

licensing page of the infringed image; for treated firms, we add links to a significantly cheaper licensing

option. Making infringers aware of the cheaper option leads to a fourteen-fold increase in the ex-post

licensing rate, albeit from an extremely low baseline for the control firms. Two additional experimental

interventions, designed to reduce search costs for (i) price and (ii) product information, also have large

positive effects. Our results suggest that ex-post monetization (e.g., licensing after use) may expand the

market, and that rights holders can create value by minimizing search and transactions costs.
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1 Introduction

Digitization has profoundly transformed the production, distribution, and diffusion of copyrighted goods

(Varian (2005); Smith and Telang (2016); Waldfogel (2018)). Use has expanded, but, at the same time,

competition has intensified, and sources of potential revenue for creators have become more fragmented.

As a participant in the music industry observed, “These days it’s essential to collect every income stream

one can.”1 Indeed, even established creators may not be able to rely on a small number of high-value

transactions; small-value and widely dispersed usage, collectively, can comprise a substantial portion of

revenue. As a result, a key challenge that rights holders face in many creative industries is to develop ‘digital-

age’ technological and logistical infrastructures, as well as suitable licensing and monetization models that

can track a large and dispersed quantity of usage and enable efficient flows of small streams of money.

For users, general-use search engines and social media have made it easy to search for digital content or

to encounter it serendipitously. In contrast, many existing legal options for licensing content remain difficult

to access. For example, while images are easy to find on the Internet, it is usually not clear who owns the

copyright on an image or where and how to license it legally. For music, a large share of end consumption

is well managed by platforms such as iTunes and Spotify, but rights for commercial use and follow-on

production are notoriously fragmented.2 Search and transactions costs matter critically for digital content

because the potential value of any individual transaction is relatively small. Thus, even small frictions or

inconveniences may be sufficient to deter licensing and, potentially, lead to copyright infringement.3

These technological and market dynamics suggest the possibility of an ‘ex-post’ approach to monetiza-

tion for copyrighted goods that may complement, not supplant, the ex-ante licensing market. For example,

rights holders may approach infringing users to (i) clarify their legal obligations; (ii) increase their aware-

ness of alternative purchasing options (if, for example, the infringed products are too expensive); and (iii)

mitigate their search and transactions costs. An ex-post market may create value because it relaxes the

requirement to obtain permission prior to use and allows consumers to find products in the manner that is

the most convenient for them. Moreover, infringement may provide valuable information, as consumers’

use of content is informative about their level of demand and unobserved preferences for specific products.

Given that small-volume users tend to be numerous and dispersed, and that predicting demand for creative

content is difficult, monitoring infringing use may be a cost-effective means to identify potential customers.

1Mark Beaven, in “Going to the Ends of the Earth to Get the Most Out of Music,” June 8, 2015, New York Times.
2Recently, several publishers sued the fitness technology company Peloton for $150 million for failing to license their mu-

sic (https://techcrunch.com/2019/03/20/peloton-hit-with-150-million-music-licensing-suit/). Even for end consumption of music,
certain product types, such as the classical genre, are not suited to the streaming infrastructures that are built for pop songs
(https://www.nytimes.com/2019/06/23/business/media/stream-classical-music-spotify.html).

3Often, users do not have a clear idea about their legal obligations for licensing or perceive the legal threat as small (Luo and
Mortimer (2017)).

2



Naturally, from a copyright holder’s perspective, the value of ex-post monetization is likely to depend on

a number of factors, such as the extent of frictions preventing ex-ante legal consumption; rights holders’

abilities to capture value ex-post (through either direct licensing or indirect methods such as ad placement);

and the cost of monitoring infringing use.

Our paper explores the feasibility of an ex-post monetization approach in a specific setting: the stock-

photography (pre-shot images) industry.4 On behalf of photographers, stock-photo agencies license images

to business customers. The industry is divided into premium and micro-stock segments, and there are two

types of licensing models: (i) a ‘rights managed’ (RM) license restricts the use of an image within a pre-

specified scope, including duration, purpose, and placement; and (ii) a ‘royalty free’ (RF) license allows the

licensee to use the image without restrictions for a one-time payment. The highest-quality images in the

premium segment are licensed through a RM model. This type of product targets usage occasions such as

large advertising campaigns, and the price of a license is usually in the hundreds or even thousands of dollars.

Obtaining a price quote requires a user to fill out a form specifying the scope of use, and obtaining the price

for a different use requires filling out a new form. Remaining premium images are licensed through a RF

model at prices of tens to hundreds of dollars for unrestricted use. All images in the micro-stock segment are

licensed through a RF model. For small firms that want to display images on their websites, for example, the

micro-stock segment tends to be the preferred option because of both its low price (tens of dollars or less)

and lack of restrictions on use. Over the past decade or so, the stock-photography industry has experienced

the trends described above: (i) increasing expansion of image use (both legal and illegal); and (ii) a sharp

decline in the share of revenue that comes from high-value transactions.5

The data used in this paper are generated from a new field experiment conducted by one of the leading

stock-image agencies (hereafter, the ‘Agency’) that offers products in both the premium and micro-stock

segments through separate websites. The Agency monitored unauthorized use of its RM premium images—

the most expensive images, representing a small percentage of its total portfolio—by commercial websites.

The experiment focuses on infringement cases involving the smallest firms, for which the infringed RM

premium (hereafter, premium) image is likely to be too expensive.6

The Agency’s goal was to encourage infringing users to purchase a legitimate image license by, first,

4Glückler and Panitz (2013) estimates that the global revenue of the stock-photography industry was $2.88B in 2011. In
comparison, the revenues of ASCAP and BMI, the two largest performance rights organizations that collect royalties on behalf of
copyright holders in the music industry for public use of their works, were $1B each in 2012.

5For a leading agency in this industry, for example, RM premium images—which represent a very small proportion of its
portfolio in terms of quantity—used to account for about 40 percent of its total revenues 15 years ago. As of 2018, the revenue share
of this type of product dropped to ten percent. Multiple factors may account for these changes, including increasing competition
from low-cost providers that focus on the micro-stock segment and changing advertiser behaviors (for example, moving away from
traditional channels such as billboard displays towards digital advertising).

6These cases make up about 20 percent of all detected cases infringing on the Agency’s RM premium images.
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increasing their awareness of the significantly cheaper micro-stock website that is also owned by the Agency

and, second, lowering search costs for relevant product and price information. Specifically, the experiment

includes two control and four treatment groups. Emails to all the treatment groups offered a micro-stock

licensing option in addition to the option of licensing the infringed premium image. In contrast, emails to

the control groups included only the premium licensing option. We further varied the treatment conditions

in two dimensions. The first intervention intends to reduce the search costs for product information; in

particular, emails to two treatment groups recommend four images from the micro-stock site that are similar

to the infringed image, whereas emails to the other two treatment groups contain only a link to the home page

of the micro-stock site. The second intervention intends to reduce the search costs for price information—

emails to two treatment groups and one control group add the price information of the infringed premium

image, thus making the price comparison between the two options immediately clear. (The micro-stock

price is available in the emails to all treatment groups.)

We find that awareness of the micro-stock option leads to a fourteen-fold increase in the probability

of licensing, albeit from an extremely low baseline for the control groups. The treatment groups’ average

licensing rate, 2.63 percent of opened emails, consists almost entirely of licenses of the micro-stock option,

and is several times higher than the most effective email marketing campaigns conducted by the Agency

for the same type of products. This result is consistent with the idea that infringing use is informative

of demand—at the basic level, the fact that these users are using images on their websites suggests that

they may, on average, have a higher willingness to pay than a generic or even somewhat targeted group of

non-customers.

In the treatment groups, both additional interventions have a large, positive average effect: image rec-

ommendation increases the probability of licensing a micro-stock image by 40 percent, and the price com-

parison information increases the micro-stock licensing rate by 27 percent. Results on the effects of the

interventions on the likelihood of searching the two websites suggest that both interventions are effective

because they ultimately reduce the costs of finding a replacement image. However, the precise mechanisms

and the types of users affected by the two interventions appear to be different: by reducing the cost of find-

ing a replacement image directly, image recommendation mainly induces marginal users (i.e., those with a

relatively low willingness to pay) to start a search instead of choosing the outside option; however, providing

premium-price information may direct infra-marginal users (i.e., those with a relatively high willingness to

pay) away from the premium option faster, thereby leaving them more time to search the cheaper site.

Our findings suggest that ex-post monetization may expand the market to include consumers who would

not have been active in an ex-ante market, and that rights holders may create value in the ex-post mar-

ket by minimizing search and transactions costs. Though the specific approaches that rights holders can
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take may differ by context, our results provide evidence for the following features that may characterize

copyright markets more generally: (i) users face search and information frictions in the ex-ante market; (ii)

infringing use can reveal information about consumer demand and preferences for specific products; and

(iii) simplifying the search and transaction process is important for small-value transactions. Admittedly,

these results, alone, do not address the likely profitability of an ex-post monetization approach generally

or how it compares with alternative approaches (e.g., reducing the search and transactional frictions in the

ex-ante market), both of which are probably context-dependent. Furthermore, the results do not permit us to

analyze potential equilibrium responses by users and rights holders, or changes in the nature of competition.

1.1 Related literature

We are aware of two theoretical studies on the impacts of allowing users to use copyrighted products first and

compensate rights holders afterwards. Using an incomplete-contract framework, Gans (2015) argues that an

alternative copyright regime that allows follow-on products to be created without obtaining permission from

right holders—who are compensated later—can mitigate transactions costs and incentivize both follow-on

and original investments.7 In a model without any search or transactions frictions, Hua and Spier (2019)

show that firms can generate higher profits by committing to a ‘soft’ out-of-court settlement policy that

encourages high-type consumers to purchase the product and low-type consumers to pirate. Upon being

caught, infringers can settle and license the product for future use, thus facilitating price discrimination and

expanding the market.8 Our paper complements these theoretical studies using a different approach: we

conduct a field experiment to test the feasibility of ex-post monetization. The experiment focuses on search

frictions—it provides evidence for their presence in the ex-ante market and shows that rights holders can

create value by mitigating search frictions in the ex-post market.9

7Gans (2015) focuses on transactions costs due to hold-up problems, because the amount of remix that rights holders (i.e.,
creators of the original content) will allow to be published and the compensation to rights holders can only be negotiated after
investments are made by the follow-on and original creators. The paper examines different compensation policies to original
creators (fixed payment or revenue-sharing) and compares them to both the traditional copyright regime that allocates the control
rights to original creators and a no-IP regime that allocates the control rights to follow-on creators. Menell (2014, 2016) make a
legal case for a remix compulsory licensing regime that aims to reduce various types of transactions costs in the digital age.

8See Peitz and Waelbroeck (2006a) and Belleflamme and Peitz (2012, 2014) for comprehensive reviews of the theoretical
literature on piracy. This literature also points to a number of reasons that piracy or weak IPR enforcement may increase firm
profits, via, for example, a stronger network effect that enables rights holders to charge a higher price for users who do not infringe
(Conner and Rumelt (1991); Takeyama (1994); Shy and Thisse (1999)) and a bundling effect of product sharing that reduces
consumer heterogeneity (Bessen and Kirby (1989); Bakos et al. (1999)). These theories are mostly about indirect monetization
through charging more to the legal users in the ex-ante market and do not explicitly consider the monetization of the specific
infringement incidences. Another positive effect of piracy is the sampling effect (Peitz and Waelbroeck (2006b)) that reduces
product uncertainty for infringers (who may also be future customers), which we discuss in the next paragraph.

9For patents, settlement agreements are often combined with licensing agreements that allow the infringing firms to license the
product in the future. The literature on patent litigation typically focuses on disputes between competing firms, but recent studies
on non-practicing entities have been about enforcement strategies against users of patented technologies or products embodying
such technologies (Choi and Gerlach (2018) and Cohen et al., (forthcoming)). It is important to note that the approach we propose
is qualitatively different from strategies that aim to maximize enforcement revenues by exploiting legal threats and ambiguous
infringement situations. Patent rights often have uncertain boundaries or questionable validity (Bessen and Meurer (2006)), and
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Our paper also contributes to two strands of the empirical literature on piracy. First, it joins a small

number of recent studies that examine the effects of improved availability and affordability of legal options

(Danaher et al. (2010); Aguiar and Waldfogel (2018)).10 Using a field experiment, Godinho de Matos et al.

(2018) randomly gift some infringing households with free access to ten channels streaming movies and

TV shows. They find that, on average, the gift increases overall TV consumption but has no effect on the

households’ likelihood of accessing pirated content via BitTorrent. Our paper adds new field-experimental

evidence on proactive supplier efforts to convert infringing users to legal paying customers; it estimates

the causal effects of reducing two types of search costs without the use of price subsidies.11 Furthermore,

while the literature focuses on consumer piracy, our results shed light on behaviors of firms who infringe for

commercial purposes. Second, our paper relates to the ‘sampling effect’ as it is understood in the literature—

piracy may encourage users to experiment and discover products or artists that are new to them, which can

subsequently lead to the purchase of similar products or other products by the same artists (e.g., Peitz and

Waelbroeck (2006b); Oberholzer-Gee and Strumpf (2007); Smith and Telang (2009); Gans (2012); Zhang

(2016); Kretschmer and Peukert (2017)).12 While the literature on the sampling effect focuses on con-

sumers’ learning about product quality, our experiment is about producers’ learning about user preferences

revealed by infringement and their use of this information to exogenously reduce user-specific search costs

for replacement products.

Our results also relate to the literature on information provision and search costs, in particular in the

context of electronic marketplaces (Alba et al. (1997); Bakos (1997)). Prior work focusing on competition

has shown that lowering search costs for product characteristics may have different impacts on competition

than lowering search costs for price information (e.g., Brynjolfsson and Smith (2000); Lynch and Ariely

(2000)). Our paper shows that a firm’s ability to simplify search for both price and product information

across its full range of products may increase a user’s expected payoff from consuming the firm’s products

relative to the outside option. Ultimately, both treatment interventions in our experiment appear to have

facilitated the matching of users to their preferred products. From this perspective, our paper also relates

to studies on the effect of information provision on the quality of matching (Anand and Shachar (2011);

it may be hard for patent holders to commit ex-ante to a licensing price that is deemed fair and reasonable (Shapiro (2010);
Scott Morton and Shapiro (2014)).

10Exploiting natural experiments, Danaher et al. (2010) and Aguiar and Waldfogel (2018) show that the availability of content
through digital channels such as iTunes and Spotify significantly influences piracy.

11The proactive use of infringement information by copyright holders to identify potential customers and to serve them better
seems a qualitative change of mindset for practitioners in creative industries. Not long ago, infringement information was used
primarily as a way to identify targets for lawsuits; to send take-down notices; to pursue settlement for past infringement without
providing a path towards licensing for future use (Bhattacharjee et al. (2006); Danaher et al. (2014); Reimers (2016); Luo and
Mortimer (2017)); or, more typically, it was not utilized at all.

12In the debate over whether piracy displaces or complements sales, prior studies generally find that piracy hurts sales on net
(e.g., Rob and Waldfogel (2006); Danaher and Smith (2014); and see Waldfogel (2012) for a comprehensive survey).
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Tadelis and Zettelmeyer (2015)) and the effects of reducing search costs on peer-to-peer platforms. (See

Fradkin (2017) and Horton (2019) on providing better-updated information about the availability of homes

on Airbnb or of workers on oDesk.)

Finally, our paper relates to the literature on recommender systems that help users to discover new prod-

ucts and to deal with information overload (Resnick and Varian (1997)). While this literature (especially

studies in computer science and information systems) focuses mainly on system designs, important eco-

nomic considerations include the effects on the diversity of sales (Fleder and Hosanagar (2009)); potential

crowding-out effects on non-recommended products or workers (Horton (2017)); and incentive mechanisms

for the provision of evaluations (Avery et al. (1999)).13 Recommender systems have been applied to a wide

range of settings, especially in the e-commerce, entertainment, and news industries.14 Our paper provides

a novel application of copyright management in which the information on user preference is revealed from

illicit behaviors. Our paper also contributes new field-experimental evidence on the causal effect of a rec-

ommender system (Jannach and Hegelich (2009); Belluf et al. (2012); Sharma et al. (2015); Carmi et al.

(2017)), which is often challenging to identify because recommendations and consumer interest are ex-

pected to be correlated. Our results show that only ten percent of all recommended purchases would have

happened without the recommender system. This result provides an interesting contrast to Sharma et al.

(2015) who show that in the context of Amazon.com, at least 75 percent of recommendation click-throughs

would have happened even without Amazon’s recommender system.

2 Experimental Design

Table 1 summarizes our experimental design: there are two control and four treatment groups. Emails to the

two control groups (the first row in table 1) include only a link that directs the user to the licensing page of

the infringed premium image currently displayed on the firm’s website. Emails to all the treatment groups

add an affordable micro-stock licensing option (indicated by “Micro” in the second and the last rows), in

addition to the premium option.

We further vary the treatment conditions in two dimensions, aiming to reduce search costs for relevant

product and price information. First, emails to two treatment groups (second row) contain a link to the home

page of the micro-stock site. In contrast, emails to the other two treatment groups (the last row, indicated by

“Rec”) recommend, based on the Agency’s proprietary algorithm, four images from the micro-stock site that

are similar to the infringed premium image. The emails contain a thumbnail and a link to the licensing page

13See Adomavicius and Tuzhilin (2005) for a survey of the design of recommender systems, which are categorized into content-
based systems that recommend items similar to those that a user liked in the past; collaborative filter-based systems that recommend
what similar customers bought or liked; and hybrid methods.

14See Lu et al. (2015) for a comprehensive review of the applications of recommender systems.
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for each of the four recommended images. This treatment is likely to be helpful in finding a replacement

image, as there are millions of images on the website. It may not be obvious what keywords can be used to

narrow down the search, and the potential multitude of choices may be overwhelming.

Second, emails to two treatment groups and one control group (indicated by “Price” in the second

column) add the following premium-price information: “Licensing costs for online use of Rights Managed

images typically range from $545 to $1140 for a 3-month period.” The price information on a micro-stock

image (“as low as $12 per image”) is presented in the same way in the emails to all four treatment groups. As

mentioned earlier, obtaining the price of a RM premium image for each different use specification requires

filling out a new form; and to have a sense about the typical price range for the right specifications may take

a few tries. Providing such information in the emails is designed to make the price comparison of the two

product types immediately clear.

For illustration purposes, figure 1 presents the email template used for one of the treatment groups

(“Micro + Rec”). The itemized portion in the middle is the only part that varies across groups.15 Emails to

the corresponding control group (“0”) in the same column of table 1 do not contain the third bullet point;

that is, they include only a link that directs the user to the licensing page of the infringed premium image.

Also in the same column of table 1, emails to the other treatment group that do not recommend images

(“Micro”) include the third bullet point but stop at “$12 per image.” Finally, the templates used for groups

given premium-image price information (i.e., the three groups in the second column of table 1) are exactly

the same as their counterparts in the previous column, except that the premium-price information described

in the previous paragraph is added to the end of the second bullet point.

Cases included in the experiment involve small businesses whose infringement (of premium images)

was identified within the preceding two years. Cases were allocated across groups using a random-number

generator. We intentionally allocated more cases to the two treatment groups for which similar images were

recommended, as, ex-ante, the Agency deemed this to be the most constructive approach. We sent 24,090

emails in four batches between November 15 and December 04, 2017.16

2.1 Analysis sample

To generate the analysis sample, we removed cases for which (1) the email was bounced back due to an

invalid address (13 percent); and (2) the email was not opened in the first 14 days (65 percent of the valid

emails). Appendix table A3 confirms that both likelihoods are statistically the same across groups. We focus

on outcomes in the first 14 days to avoid the confounding effect that worse-performing groups in the initial

15Appendix figures B1-B5 present the email templates for the other five groups.
16Appendix B provides more details about the experiment. Appendix table A1 summarizes the allocation of cases across groups

and across batches, and table A2 shows that the groups are well-balanced with respect to basic case characteristics that we explain
in the next section.
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two weeks would receive more intense follow-up, as only cases that had not yet licensed received follow-up

emails after 14 days. Our data show that about 65 percent of licensing takes place within the first three days,

and 79 percent takes place within the first 14 days. The final analysis sample consists of 7,407 cases.

Table 2 shows that the groups are well-balanced with respect to basic case characteristics. Overall, 12

percent of the cases involve the unauthorized use of multiple images represented by the Agency. For multi-

image cases, the email displays only one of the images without mentioning that it is a multi-image case.

Across all cases, 68 percent of the displayed images are high resolution, and 80 percent are displayed on

a secondary page of the firm’s website rather than on the home page. The average age of the cases (the

number of months between the date when the case was identified and the date when the email was sent)

is 14.5 months. It is possible that the infringing images would no longer be on display at the time of our

experiment, as some of the firms that responded to our emails pointed out.17 The raw data show a small

but marginally significant negative correlation between the age of a case and the likelihood of licensing,

which is consistent with the idea that the older the case, the more likely that the images were no longer

on display.18 It is, thus, possible that the overall licensing rate would be higher if emails were sent in a

more timely manner. The final column of table 2 reports the log of the number of total stock images on

a website. This variable captures the number of unique images identified as stock images represented by

several stock-photo agencies, including, but not restricted to, the Agency with whom we ran the experiment.

These images could have been licensed through legal means or used without authorization. Though noisy,

this variable is the only systematically available variable that may be a proxy for a firm’s overall demand for

images.

3 Results

3.1 Effects of awareness of the micro-stock licensing option

Column 1 of table 3 shows that the average 14-day licensing probability (including both the premium and

micro-stock options) for all treatment groups is fourteen times that for the two control groups (2.63 versus

0.17 percent for opened emails, and p-value < 0.001).19 Almost all of the licenses are of the micro-stock

option. Only seven licenses—three in the two control groups and four in the treatment groups—are of the

premium option. These results show that the premium option is too expensive for almost all the firms in

our sample. Hence, the baseline licensing rate in the control groups is extremely low, and awareness of an

17A small number of recipients sent their clarification questions, explanations for the incidences, or further inquiries to the contact
email address provided in the emails. These emails received replies within a day or two, following a template that was concise and
friendly in tone. Importantly, the reply emails to users were written so as not to interfere with different treatments; in particular,
they made no recommendations of the more affordable licensing site or replacement images.

18The correlation between the age of a case and the likelihood of licensing is -0.0218, and p-value is 0.0608.
19To be conservative, all p-values reported in the paper are based on two-sided tests.
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affordable option can significantly increase the licensing rate.

Columns 2 and 3 of table 3 show that because the revenue per premium license is much higher than

that for the micro-stock license ($423 vs. $23 per license), the expected revenue per case for the treatment

groups is 2.5 times that for the control groups ($0.92 vs. $0.38, and p-value = 0.218), despite the 14-fold

increase in the licensing rate.20

Even though the licensing rate by the treatment groups is low, it is important to emphasize that it is

several times higher than the rate in the Agency’s most effective email marketing campaigns for micro-stock

images.21 This is consistent with the idea that infringing use is informative of demand. The fact that these

users are using images on their websites suggests that they may, on average, have a higher willingness to pay

than a generic or even somewhat targeted group of non-customers. Furthermore, the ability to observe the

specific product chosen by a given user seems important for effective recommendations, given the inherent

difficulty in predicting consumer preference ex-ante (especially for creative products). Lastly, it is also

important to make the distinction between pre- and post-infringement demand. The higher licensing rate

in our context may be partly driven by the fact that these websites are, to some extent, “locked in” to a

particular type of images, given other sunk investments made about the website design before the arrival of

our emails.

Given that licensing of the premium option is extremely rare, the rest of our analysis focuses on licens-

ing of micro-stock images by the four treatment groups. Specifically, we examine the effects of the two

interventions: (i) image recommendations; and (ii) provision of the premium-image price information. We

first report the effects on licensing outcomes in section 3.2; then, in section 3.3, we examine the effects on

the probabilities that users search the premium and the micro-stock sites, which may shed light on potential

mechanisms.

3.2 Effects of the two interventions on licensing the micro-stock option

Table 4 presents OLS regression results of the effects of the two interventions on micro-stock licensing,

controlling for case characteristics and batch dummies. Column 1 shows that, controlling for the other

intervention, the average effect of image recommendations on the likelihood of licensing is 0.8 percentage

20In order to reliably distinguish the effect from zero, we need to increase the sample size substantially. Assuming the same
impact-to-standard-deviation ratio, 17,006 observations (2.3 times our current sample size), evenly split between control and treat-
ment conditions is required for a test with a power of 80% at the 5% (one-sided) significance level (Lewis and Rao (2015)). The
impact-to-standard-deviation ratio (also known as Cohen’s d) is calculated as ∆ȳ

σ̂
=

(0.92−0.38)
14.03 = 0.038, where 14.03 is the pooled

standard deviation from the (pooled) control groups and the (pooled) treatment groups. Of course, because there are only four
licenses from the control groups, the impact-to-standard-deviation ratio may not be estimated correctly.

21This comparison has incorporated respective email-open rates and, hence, is conditional on all emails sent (not just on opened
emails). For confidentiality, detailed statistics about the Agency’s marketing campaigns are not disclosed. It is plausible that the
relatively high licensing rate in our experiment is driven partly by an implicit threat, even though the emails are generally friendly
by design.
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points (p-value 0.051). This represents a 40-percent increase, as the licensing probability is 0.020 for the

two groups without image recommendations. The average effect of providing premium-price information is

0.6 percentage points (p-value 0.129), or a 27-percent increase relative to the two groups that did not receive

price information. Column 2 reports the average effects of the two interventions on the expected revenue

per case: the effect of image recommendations is 0.217 (p-value 0.034), representing a 59-percent increase

relative to the two groups without image recommendations; and the effect of price information is 0.181

(p-value 0.086), or a 43-percent increase relative to the two groups without price information. For both

interventions, the increase in average revenue is driven solely by a higher probability of licensing, rather

than by a change in revenue conditional on licensing, as the average revenue per license is about $20 across

groups.22

Columns 3 and 4 include an interaction term between these two interventions. The interaction term,

though not statistically significant, is negative and economically non-trivial for both the licensing likelihood

and the expected revenue per case. This suggests that the two interventions are likely to be substitutes

for each other; that is, the effect of one intervention is smaller when users are already given the other

intervention. As we discuss later, in section 3.3, one potential explanation for this negative interaction effect

is that the two interventions appear to influence the licensing outcomes through a similar mechanism—

saving users’ time and effort to find a replacement image. Thus, when one intervention is in place, the

incremental effect of the other is likely to be smaller.

3.3 Search and potential mechanisms

The above results show that both interventions have an economically large effect on licensing outcomes. To

better understand potential mechanisms, in this section, we analyze whether a user conducts a search, using

data on whether the user clicks the email links to either of the two licensing sites. Before presenting the

results, we describe a simple model of user search choices that might help us interpret the data.

Consider a user in group “Micro” who is aware of both licensing options but is not offered either of the

two interventions. For the premium option, the user knows which product to use (i.e., the image currently

being used) and her willingness to pay for the image, v, but she needs to learn the price. The user has a

belief about the distribution of the price, p ∼ F [P,P]. For the micro-stock option, the user knows the price

level (“as low as $12”) from the email but needs to search for a replacement image; she is uncertain about

the quality of the cheaper images but believes that they will give her a value less than v. Let v ·q be the value

22The only control variable that is significantly related to licensing probabilities is log(Total stock images on site+1), a noisy
proxy for a firm’s demand for images; and, intuitively, the coefficient is positive. For each of the two interventions, unreported
results (both raw data and regression analysis) show that users with above-median values of log(Total stock images on site+1) drive
most of the effects. For example, the raw-data comparisons show that the average effect of image recommendation on the likelihood
of licensing is 0.5 percentage points (from 0.016 to 0.021, p-value is 0.403) for users with below-median values of this demand
proxy; and it is 1.2 percentage points (from 0.024 to 0.036, p-value is 0.088) for users with above-median values.
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of using a micro-stock image; and the user has a belief about the distribution of the quality, q∼ G[0,1].

To obtain either the price or quality information, the user needs to incur a direct search cost; let c1 > 0 be

the cost of searching for the premium-price information and c2 > 0 be the cost of searching for a replacement

image on the micro-stock site if the user visits the site directly. Let c3 ≥ 0 be the extra cost of searching for

a replacement image if the user first spends time on the premium site (e.g., due to time constraints). In the

following, c3 = 0 serves as a useful benchmark.

We assume that the user has three choices: (1) search for the price information on the premium site first,

and, if the price is too high, conduct a second search on the micro-stock site for a replacement image or take

the outside option; (2) search the micro-stock site directly; and (3) take the outside option directly.23 The

expected payoffs of the three initial search choices are:

U(v) =


UP(v) =

Pr(v− p≥ m(v))Ep[v− p|v− p≥ m(v)]

+(1−Pr(v− p≥ m(v)))m(v)− c1

if visiting premium site first

UM(v) = Pr(vq≥ 12)Eq[vq−12|vq≥ 12]− c2 if visiting micro-stock site directly

UO(v) = 0 if taking the outside option

,

(1)

where m(v) = max{UM(v)−c3,0} indicates the continuation value of not purchasing the premium image—

the user can still choose whether to take the outside option or to search for a replacement image on the

micro-stock site with a total search cost of c2 + c3. (c2 is included in UM(v), which we will explain later.)

In words, the expected payoff from first visiting the premium site, UP(v), is the probability that the actual

price is sufficiently low that the net payoff from purchasing a premium license (v− p) is greater than the

continuation value (m(v)), multiplied by the conditional expected net payoff, plus the probability that the

actual price is too high, multiplied by m(v), minus the cost of searching for the price information. If going

to the micro-stock site directly, the user’s expected payoff, UM(v), is the probability that she will find an

image that yields her a payoff higher than $12, multiplied by the conditional expected net payoff, minus the

search cost c2.

Let v be the user who is indifferent between going to the micro-stock site directly and visiting the

premium site first (that is, the solution to UM(v) = UP(v)) and v be the user who is indifferent between

visiting the micro-stock site directly and taking the outside option (that is, the solution to UM(v) = 0).

Furthermore, denote v = p̃+m(v) as the threshold user who finds it worthwhile to purchase the premium

23In principle, the user may still visit the premium site after visiting the micro-stock site first. Empirically, the data show that
for users who searched both sites, 90 percent started with the premium site. This is intuitive because the premium option is listed
before the micro-stock option in the email. Theoretically, with additional technical assumptions, the threshold result described in
Proposition 1 still holds. The predictions change only slightly and in ways that do not alter our interpretation of the data. Given that
abstracting away from this possibility is not too concerning either empirically or theoretically (at least in the context of our current
conceptual framework), for simplicity, we choose not to explicitly model it.
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image after discovering the actual premium price, p̃; and v′ as users who are indifferent between continuing

to search the micro-stock site and taking the outside option after spending time on the premium site (that is,

the solution of UM(v)− c3 = 0).

To simplify the analysis, we make two technical assumptions (which are explained in Appendix C.1)

that exclude scenarios that are not relevant to our empirical context. Assumption 1 guarantees that each of

the three initial search choices is optimal for at least some users, and Assumption 2 assumes that the actual

premium price is sufficiently high that only a small percentage of users who visit the premium site find it

worthwhile to purchase the premium image (that is, v > v).

Under Assumption 1, the following result shows that the user follows a threshold rule for the three initial

search options (see all the proofs in the Appendix):24

Proposition 1. There exist unique v < v such that the user would take the outside option if v < v; go to the

micro-stock site directly if v < v < v; and go to the premium site first if v > v.

With this simple setup, we derive the probability of users searching either of the two licensing sites. The

probability of users visiting the premium site is simply:

SP = Pr(v > v). (2)

The total probability of users searching the micro-stock site is the sum of the probabilities of (i) those

who search the micro-stock site directly (i.e., Pr(v≤ v < v)); and (ii) those who search the micro-stock site

after visiting the premium site, which is calculated differently in two different scenarios. Note that we can

reduce our discussions to these two scenarios, because v < v < v under Assumptions 1 and 2.

Figure 2a illustrates the first scenario, in which v > v′. In this case, all users who first visit the premium

site and discover that the price is too high will find it worthwhile to search the micro-stock site afterwards.

This happens when the additional search cost for a replacement image c3 is relatively small, including the

benchmark case in which c3 = 0 and, consequently, v′ = v.

Figure 2b illustrates the second scenario, in which v < v′. In this case, at least some users, after spending

time on the premium site, find it too costly to continue to search the micro-stock site (and, hence, take the

outside option instead). This scenario happens when the additional search cost for a replacement image c3

24For group “Micro,” we see some support for this statement: the mean of log(Total stock images on site+1), a noisy proxy for a
firm’s demand for images, is 1.68 for users who logged on to at least one of the two sites and 1.37 for users who did neither (p-value
is 0.05).
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is sufficiently high.25 The probability of users visiting the micro-stock site is, thus:

SM =

 Pr(v≤ v≤ v) if v≥ v′

Pr(v≤ v < v)+Pr(v′ ≤ v≤ v) if v < v′
. (3)

Notice that, relative to the first scenario, there is a gap in the second scenario in the users (v < v < v′) whose

willingness is quite high but who end up not searching for a replacement image. Thus, the second scenario

highlights the potential downside of first visiting the premium site relative to searching the micro-stock site

directly—i.e., the option of searching for a replacement image becomes less attractive after users spend time

on the premium site because they face a higher marginal search cost—and the potential welfare loss from

these users with a relatively high willingness to pay.

In the following, we present the effects of the two interventions on the likelihood of searching both

licensing sites, SP and SM. For each intervention, we first present the model’s predictions and then the

empirical results.

3.3.1 Effects of image recommendations on the likelihood of searching both sites

In the context of our model, image recommendations may affect the expected payoff from searching the

micro-stock site (either directly or after visiting the premium site) through two mechanisms: (i) reducing

the direct costs of searching for a replacement image; and (ii) revealing information about the quality of

these cheaper images, which may increase or decrease the user’s expected benefit from searching the site,

depending on how the revealed quality compares to the user’s prior belief. Prediction 1 considers these two

mechanisms separately.

Prediction 1.

i) Suppose that image recommendations reduce the direct costs of searching for a replacement image

(that is, by lowering c2 and c3).

a) If c3 = 0 to start with, SM will increase and SP will decrease; but

b) if c3 is sufficiently large, it is possible that both SM and SP will increase.

ii) Suppose that image recommendations provide more-precise information about image quality.

a) If the revealed quality is higher than the user’s prior beliefs, SM will increase and SP will decrease;

b) otherwise, SM will decrease and SP will increase.
25See Corollary 1 in Appendix C.1 for a sufficient condition for the existence of the second scenario. Note that this scenario

includes the case of v′ > v, which we do not illustrate in Figure 2b. But in this case, the second segment of the probability of visiting
the micro-stock segment as is described in the equation below, Pr(v≤ v < v)+Pr(v′ ≤ v≤ v), will simply be reduced to zero.
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Prediction 1.i derives the effects of image recommendations, taking into account only the first mech-

anism of reducing the direct search costs. We consider two scenarios. In the benchmark case of c3 = 0

(illustrated in Figure 2a), Prediction 1.i.a shows that image recommendations should increase the total like-

lihood of visiting the micro-stock site but decrease the likelihood of visiting the premium site. Intuitively,

making the process of searching for a replacement image easier has a “cannibalization effect” that decreases

the appeal of searching for the premium price (that is, v in Figure 2a will increase).

However, if c3 is sufficiently large (consider the scenario illustrated in Figure 2b), Prediction 1.i.b shows

that it is possible that the likelihood of search increases on both sites. The intuition is that having a specific

replacement image to fall back on also reduces this extra cost of searching the micro-stock site after first

visiting the premium site. Note that this additional effect of image recommendations increases the expected

payoff from first visiting the premium site (UP(v)) and does not influence the expected payoff from going

to the micro-stock site directly (UM(v)). Thus, when c3 is sufficiently large, this additional effect is strong

enough to offset the cannibalization effect, and we should observe an increase in the likelihood of visiting

the premium site, as well as the micro-stock site.26

Prediction 1.ii derives the effects of this intervention via the second mechanism of revealing image qual-

ity. It shows that the effects depend on how the revealed image quality compares to users’ expectations.27

With this mechanism, however, because there is no additional effect to offset the cannibalization effect

discussed above, we cannot observe an increased likelihood of search on both sites.

Table 5 presents the OLS regression results on the likelihood of clicking onto either the premium site or

the micro-stock site. Column 1 shows that users in our experiment are significantly more likely to search

the premium site when they receive image recommendations than when they do not. The difference is

1.7 percentage points, or a 23-percent increase relative to the two groups without image recommendations

(p-value is 0.029).28 At the same time, column 2 shows that users who receive image recommendations

are also more likely than those without recommendations to search the micro-stock site: the difference

is 5.5 percentage points or a 96-percent increase (p-value < 0.001). Conditional on visiting the micro-

stock site, however, unreported regression results show that users given recommendations are, on average,

8.8 percentage points (or 25-percent) less likely to license than users not given recommendations (p-value

26Note that even in the benchmark case considered in Prediction 1.i.a, the standalone payoff from first visiting the premium site,
UP(v), also increases with image recommendations. This is because making the subsequent search on the micro-stock site easier
improves the user’s continuation value of not purchasing the premium image. But this increase will be smaller than the increase
in the expected payoff from searching the micro-stock site directly, thus resulting in a smaller likelihood of searching the premium
site (and, hence, the cannibalization effect).

27In the appendix, we show that these predictions do not depend on the value of c3.
28A further breakdown is intuitive: column 3 in table 5 shows that when the premium-image price information is not given, the

difference in the probability of searching the premium site is 2.2 percentage points (p-value is 0.093), which is larger than the 1.1
percentage point difference when users are given the premium-price information (p-value 0.146). Note that the interaction term
shows that the difference between these two effects is not statistically significant.
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0.095).

The fact that the search likelihood increases for both the premium and the micro-stock sites is consistent

with the idea that users face non-trivial and increasing search costs, and that image recommendations reduce

these costs (Prediction 1.i.b). This not only attracts users away from the outside option, but also mitigates the

opportunity cost of first learning the premium price.29 The second mechanism of revealing image quality

may contribute to the increase in the likelihood of searching the micro-stock site—for example, if users’

prior beliefs about image quality are sufficiently pessimistic and images recommendations correct this belief.

However, this mechanism cannot explain the increased likelihood of search on both sites.

Users who respond to image recommendations include those in the ranges of v < v and v < v < v′ in

Figure 2b who do not find it worthwhile searching for a replacement image without image recommendations,

but do with recommendations. Marginal users (those with v < v) with relatively lower willingness to pay

are drawn away from taking the outside option directly. This may help explain the lower licensing rate,

conditional on browsing the micro-stock site, for users with recommendations relative to those without.

We also find that, conditional on licensing, half of the images purchased by users who received rec-

ommendations are recommended images. In comparison, five percent of the users who do not receive rec-

ommendations, but who license an image found through independent search, ultimately license images that

coincide with images generated by the same algorithm. This large difference (45 percentage points) confirms

that image recommendations influence users’ choices. This large difference also provides an interesting con-

trast to Sharma et al. (2015), who find that in the case of Amazon, at least 75 percent of recommendation

click-throughs would have happened even without Amazon’s recommender system (in our experiment, this

number is ten percent).30 One potential explanation of the difference between the two results is that Amazon

offers several additional sources of information about alternative products, such as reviews, that may lower

the marginal value of product recommendation on a standalone basis.

Using a ‘similarity’ measure provided by the Agency, we find that, conditional on licensing, the average

‘similarity’ between the licensed image and the infringed image is statistically similar for users who did

and did not receive image recommendations. This result is consistent with Horton (2017), who finds that a

significant fraction of employers using oDesk, a large online labor market, follow algorithmic recommenda-

tions when extending offers to potential recruits, but that the workers recruited through recommendation are

observationally similar to workers that employers would have recruited on their own in the absence of any

29In our experimental sample, the additional visits to the premium sites are ‘wasted,’ because the premium price is too high for
almost all infringers. If, however, the price of the infringed products is affordable for many users with v < v (that is, Assumption 2
is violated), many of these additional visits will be converted to purchases.

30The ten-percent number is derived from five percent (of licensed images by users not given recommendations coinciding
with images generated by the algorithm) divided by 50 percent (of licensed images by users receiving recommendations being
recommended images).
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algorithm recommendations. One potential explanation for this type of result is the selection effect discussed

above; that is, users who license, or recruiters who make offers despite the absence of a recommendation,

are likely to have a greater willingness to pay or a lower search cost. Another possible explanation is that

there are potentially many images or workers that are close substitutes for each other; thus, algorithms may

work mainly through providing convenience rather than superior match quality over independent search.

3.3.2 Effects of premium-image price information on the likelihood of searching both sites

The following prediction describes the effects of providing the premium price information in the email:

Prediction 2.

i) SP will decrease.

ii) If c3 = 0 to start with, SM does not change; if c3 is sufficiently high, SM may increase.

Recall that under Assumption 2, the premium price is sufficiently high that in group Micro, only a small

percentage of users who visit the premium site find it worthwhile to purchase the premium image (that

is, v > v). With the price range revealed in the email, only users who find it worthwhile to purchase the

premium image will visit the premium site. Moreover, without having to spend time on the premium site to

find out the price, users also face a lower search cost on the micro-stock site (that is, c2 instead of c2 + c3),

making the micro-stock option more attractive.31 For both reasons, the probability of visiting the premium

site will decrease with the provision of the premium-price information.

Prediction 2.ii shows that the way in which the premium-price information affects users’ likelihood of

searching the micro-stock site depends, again, on how much more costly it is to search for a replacement

image after visiting the premium site. In the benchmark case of c3 = 0 (Figure 2a), the total likelihood of

searching the micro-stock site should stay the same because neither v nor v will be affected by knowing

the premium price. However, if c3 is sufficiently large (Figure 2b), we may observe more searches on the

micro-stock site by price-informed users because these users—without having to waste time discovering the

premium-price information—now face a lower search cost on the micro-stock site (in particular, users with

v≤ v≤ v′ will now continue to search the micro-stock site rather than taking the outside option).

Column 1 of table 5 shows that, within the four treatment groups, the likelihood of searching the pre-

mium site after receiving the price information is, on average, 8.8 percentage points (or 69 percent) lower

than that for the two groups that do not receive this information (p-value < 0.001). This large decrease is

consistent with the simple comparison between the two control groups with only the premium-image licens-

ing option; between these two groups, the price information reduces the likelihood of visiting the premium
31With the price information revealed, the user who is indifferent between visiting the premium site and continuing to search the

micro-stock site is p̃+max{UM(v),0}, which is greater than or equal to v = p̃+max{UM(v)− c3,0}.
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site from 0.19 to 0.045 (p-value < 0.001). These results suggest that the actual premium price is substan-

tially higher than users’ expectation such that many users, given this information, no longer consider the

possibility of purchasing the premium image.

Consistent with an increasing marginal search cost (the second scenario considered in Prediction 2.ii),

column 2 of table 5 shows that providing premium-price information increases the likelihood of visiting

the micro-stock site by 1.6 percentage points (or 15 percent, p-value 0.042). Unlike the case of image

recommendations, we do not observe a lower likelihood of licensing conditional on searching the micro-

stock site.32 This is consistent with the result that those induced to search the micro-stock site after receiving

the premium-price information are all infra-marginal users (that is, v≤ v≤ v′ in Figure 2b), who would have

searched for the premium price without this intervention.

Note that users who respond to the price information are a subset of those who respond to image rec-

ommendations. For these common ‘compliers,’ if search frictions are already reduced by one intervention,

the incremental effect of the other is smaller. This is consistent with the negative interaction term of the two

interventions on the likelihood of visiting the micro-stock site (column 4 of table 5). In particular, the effect

of image recommendations is 6.9 percentage points for users not given the premium-price information (or a

186-percent increase relative to group “Micro”). For users given the price information, the effect of image

recommendations drops to 4.0 percentage points (or a 52-percent increase relative to group “Micro+Price”

and p-value < 0.001). The effect of the premium-price information is 3.6 percentage points for users not

given image recommendations (or 97-percent increase relative to group “Micro”), but it mostly disappears

for users given recommendations (0.7 percentage points and p-value is 0.51).

Our results also show that when starting from the same baseline (group “Micro”), the effect of image

recommendation is economically larger than that of premium-price information (186 versus 97 percent).

This is intuitive, as the former reduces the cost of finding a replacement image directly, whereas the latter

reduces the cost only indirectly, by guiding people to the affordable option faster. However, the overall

effect of the premium-price information on the eventual licensing probability is similar to that associated

with image recommendations (see the two coefficients 0.224 and 0.248 in column 4 of table 4). This is

because many users affected by image recommendations are marginal users, while those that respond to

price information are all infra-marginal users.

3.3.3 Alternative explanations

Our model focuses on a reduction in search frictions. There might be alternative explanations for the effects

of these interventions, and we briefly discuss some of them below.

32Unreported regression results show that conditional on browsing the micro-stock site, the coefficient of ‘With premium-image
price information’ is 1.3 percentage points and has a p-value is 0.732.
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First, the premium-price information may increase the search likelihood of the micro-stock site if it

makes the micro-stock option look more attractive. For example, seeing that the premium price is signifi-

cantly greater than the expected level (which serves as a reference point), the user may perceive a greater

(standalone) utility from searching for a micro-stock image.33 Consider the comparison between the two

treatment groups that are given image recommendations. For these two groups, the search frictions for

replacement images are already low, and, thus, the friction-reduction channel of the premium-price infor-

mation is relatively small. The results show that the extra effect of the premium-price information is very

small and statistically insignificant for both the likelihood of browsing the micro-stock site and the licensing

of micro-stock images. This suggests that these price effects, though plausible, may have limited standalone

explanatory power in this particular context.

Second, even though the general tone of the emails is friendly, the price information may increase the

perceived likelihood that the Agency will escalate its enforcement because the price is higher than expected

for most firms (Luo and Mortimer (2017)). This may result in higher licensing rates. We do not find

supporting evidence for this conjecture in the longer-term outcome data that we collected for a random

subsample of our sample firms. We find that, on average, groups given the price information are about as

likely as groups not given this information to continue displaying the infringed premium image on their

websites (0.127 versus 0.123, and p-value is 0.902).34

Third, image recommendations may simply grab people’s attention because of the salient visual effect

of the colorful images.35 Many users may click onto the micro-stock site only to see larger versions of these

images, rather than looking for a replacement image. This may explain why groups with image recommen-

dations click onto the micro-stock site more often and may also explain the lower licensing rate conditional

on browsing. However, these explanations cannot explain why the overall licensing rate is significantly

higher among users that receive image recommendations or why users tend to follow recommendations

when licensing images.

33Thaler (1985) develops a model of consumer behavior that incorporates transaction utility (the perceived merits of the deal).
An implication of the model is that an actual transaction price that is lower than the consumer’s reference price provides positive
transaction utility and, thus, results in greater consumption. He uses the model to rationalize phenomena such as why we often
observe that manufacturers’ suggested retail prices are much higher than market prices. Note that Thaler (1985) considers only
one product, whereas there are two competing products in our setting. A direct application of Thaler (1985) to the premium price
intervention in our context will lower the (standalone) payoff from searching the premium site. But the (standalone) payoff from
searching the micro-stock site may also increase if a significantly higher-than-expected price for the competing product gives users
a positive ‘transaction utility’ from choosing the micro-stock option.

34See Appendix C for a detailed description of this dataset and our take-aways.
35Visual salience is the “distinct subjective perceptual quality which makes some items in the world stand out from their neighbors

and immediately grab our attention” (Laurent Itti, 2007, Scholarpedia). Milosavljevic et al. (2012), for example, show that at rapid
decision speeds, visual saliency may influence choices more than preferences do.
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4 Discussion

Taken together, our findings provide evidence of the following features in the digital images market: (i)

users face search and information frictions in the ex-ante licensing market; (ii) infringing use can reveal in-

formation about overall consumer demand and preferences for specific products that may be costly to obtain

ex-ante; and (iii) simplifying the search and transaction process is important for small-value transactions.

All three features may characterize copyright markets more generally. For example, infringing use reveals

information about underlying demand conditions in many settings; and significant search and other transac-

tional frictions are often identified in the music industry with respect to use for follow-on productions.

The effectiveness of an ex-post monetization approach is likely to be context-dependent. In particular,

it should depend on the value created by having an ex-post market and the costs of monitoring infringing

use. Our results suggest that ex-post monetization potentially expands the market to include consumers who

would not have been active in an ex-ante market due to high search and transactions costs, and it can take

advantage of the demand information revealed by infringing use. Thus, roughly speaking, the larger are

search and transactions frictions in the ex-ante market, and the more difficult demand is to predict ex-ante,

the larger is the potential value of an ex-post monetization approach.

Whether it is worthwhile to develop an ex-post market depends also on the cost of monitoring infringing

use.36 When fixed costs of monitoring are high (e.g., the costs of developing and refining machine learn-

ing algorithms), scale will be important. Thus, developing monitoring technologies in-house may make

sense only for the largest firms and platforms (such as YouTube and Facebook) or for industry-wide third-

party providers.37 Given the increasing importance of managing online use in general, some of these fixed

investments may also be shared with the ex-ante markets. When marginal costs are non-trivial, selective

monitoring—such as monitoring only those assets that are most frequently purchased (and, hence, more

likely to be infringed upon) or only infringers likely to have a high willingness to pay—may be more cost-

effective than universal monitoring. In some circumstances, crowd-sourcing detection may tap into creators’

incentives to protect their own products or employees’ incentives to benefit from a sales lead.

Finally, two conditions are taken as given in our setting but may be important for fast ex-post resolution.

First, infringement use can be precisely identified and is clear to all relevant parties. In other settings,

36Given that our experiment is a tiny part of the Agency’s compliance operation at the time, it is hard to properly allocate costs.
That said, simple back-of-envelope calculations show that if we stick to the parameters of our experiments, this approach is unlikely
to be profitable. As discussed later in this section, we expect the cost-benefit comparison to change significantly once we consider:
(i) other products of the Agency that are licensed (and infringed) in substantially greater scope and for which users can simply pay
without having to find replacement images; (ii) larger infringing firms with greater willingness to pay; and (iii) potentially more
cost-effective monitoring technologies.

37Digimarc and Thomson Reuters provide infringement-detection services for movies, music, software, and publishing. As we
discuss below, YouTube has invested $100m since 2007 in an auto-detection technology of use of audio and video content.
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ambiguity over whether infringement has occurred may add substantial frictions and deter fast resolution.

For example, while infringement is relatively clear for copyrighted goods based on visual examination and

fingerprinting technologies using meta data, this is often not the case for patented technologies. Within

copyright settings, use occasions that border on fair use may also lead to confusion. Second, rights holders’

ability to commit to a pricing level or to a revenue-sharing regime that is generally considered ‘fair’ seems

critical for removing costly ex-post negotiations, including hold-up, and for preventing static maximization

of enforcement revenues from becoming the primary goal.

In light of the above discussion, we turn to some concrete examples of how the idea of ex-post mone-

tization may apply to contexts beyond our experimental setting. Our experimental setting is one in which

making users aware of more-affordable alternative options and reducing their costs of finding a replace-

ment product are critical for inducing ex-post licensing. More generally, rights holders may employ similar

approaches if they own multiple tiers of products that are substitutable but priced at different levels, and

infringers are unlikely to purchase the infringed products. Potential markets sharing these characteristics

include various software products and textbooks for which rights holders tend to version their products and

price them discriminately (Shapiro and Varian (1998)).

In contrast, if infringers are likely to purchase the infringed products, rights holders may be better

off focusing on inducing same-product licensing—for example, by providing convenient price information

and making payment easier. Users in these situations may be more willing to license the infringed product

because they can avoid the costs associated with using a replacement product (e.g., loss in fit, search costs for

replacement products, and additional costs of replacing the existing product with another). Within the digital

image market, for example, rights-managed premium images (the type of infringed products our experiment

focuses on) account for less than one percent of the Agency’s total portfolio. The volume of unauthorized use

of the Agency’s other products—micro-stock images and royalty-free premium images (which cost between

$50 and $500 but can be used without any restrictions)—is vastly greater and is expected to continue to

increase, given the shrinking share of rights-managed premium licenses in this industry. If one were to

consider infringing use of these other products by a more representative sample of infringing firms, our

conjecture is that both the likelihood of licensing and the expected revenue per case would be substantially

higher than the levels in our experiment. If the infringed product is already the cheapest option, the natural

response is to provide only the option of licensing the same image and to make the transaction process

easier. We are aware of a different internal trial on a different population of firms by the Agency before our

experiment, which shows that providing a simple direct payment link by email leads to more licensing. If the

infringed product is at an intermediate price level, the Agency needs to also consider whether to recommend

similar but cheaper options along with the option of licensing the focal product. This choice likely depends
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on the Agency’s belief about the users’ willingness to pay and the substitutability of the products.38

Lastly, we consider situations in which replacement is not necessary, but rights holders may monetize

indirectly (e.g., via ad placement). An example is YouTube’s Content ID program, which automatically de-

tects infringing use of audio and visual reference files (contributed by rights holders) when user-generated

videos are uploaded. Once infringing use is confirmed, YouTube applies one of three options, which is

chosen ex-ante by rights holders: (i) block usage; (ii) track viewing statistics; or (iii) monetize through ad

placement.39 The YouTube Content ID program may represent a best-case scenario for ex-post monetiza-

tion, in the sense that it (i) has the scale to spread fixed investments in detection technologies; (ii) takes

advantage of the platform’s existing infrastructures for ad placement and payment, significantly lowering

the various types of transactions costs, such as those associated with measuring revenues and enforcing and

processing payment; and (iii) leverages a higher willingness to pay by advertisers. Finally, as Gans (2015)

points out, by committing rights holders to a pre-determined revenue-sharing regime, this program reduces

significant frictions in ex-post bargaining (e.g., due to the parties’ inability to agree on the added value of

the copyrighted inputs).

5 Conclusion

In this study, we explore the feasibility of an ex-post approach to monetizing copyrighted products. We

contacted infringing firms of expensive digital images and directed them toward a significantly cheaper,

replacement product. We further designed two interventions to reduce search costs for replacement products

and for the price comparison between the two products. We find that awareness of the cheaper option leads

to a substantial increase in the licensing probability. Furthermore, consistent with the idea that infringing use

is informative of demand, the licensing rate of the cheaper option by our treatment groups is several times

greater than the most effective email marketing campaigns at the Agency for the same type of products. Both

interventions that intend to reduce search frictions have a large positive effect on the probability of search

and, eventually, licensing. Our results suggest that ex-post licensing may expand the market to include

consumers who would not have been active in an ex-ante market, and that rights holders can create value in

the ex-post market by minimizing search and transactions costs.

38We do not examine the impacts on premium purchases in our experiment because they are rare. If the infringed products
are, in fact, moderately priced, our model predicts that both interventions—provision of the price of the infringed products and
recommending similar but cheaper products—would increase the likelihood of same-product purchases if the actual price is lower
than users’ expectations. Relative to price-information provision, recommending cheaper products is likely to generate a smaller
positive effect on the likelihood of same-product purchases. This is partly because these recommendations make the cheaper option
more attractive, cannibalizing sales of a higher-priced product. This effect suggests that if rights holders are reasonably confident
that the infringers can afford the medium-priced products, they are likely to be better off not recommending a cheaper product.

39According to Google’s recent updates, it has invested about $100m in the algorithm since 2007; rights holders choose to
monetize in 90 percent of the cases and have collectively received about $3B in ad revenues. Source: “How Google Fights Piracy,”
by Google, November 2018, pages 24-27.
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We conclude by cautioning that our results do not reflect potential equilibrium effects. In equilibrium,

rights holders should respond to substitution between premium and cheaper offerings, as well as between the

ex-ante and the ex-post markets.40 Customers in the ex-ante market may substitute to the ex-post market if

this makes them better off, given the relative prices and probability of detection. Similarly, easier licensing

options for cheaper products may cannibalize sales of premium products, leading to price changes for both

products. Beyond any pricing responses, rights holders may also change the search and transaction process

of the ex-ante market, and competitors may respond with new pricing and product offerings. Theoretical and

empirical research on the co-existence of ex-post and ex-ante markets and their equilibrium effects would

be interesting and highly relevant for policy makers and managers.
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Figure 1: Template illustration—emails to group “Micro + Rec”

Notes: treatment group “Micro + Rec,” with image recommendation but without premium-image price information. Under option 3, the email
displays both a thumbnail and a link to the licensing page for each of the recommended images.
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Figure 2: Illustration of the thresholds and the probabilities of searching either site

(a) Scenario 1: relatively small c3 (the benchmark case is c3 = 0)

(b) Scenario 2: sufficiently large c3

Notes: These graphs illustrate the proportion of users visiting each of the two sites. v and v are the two thresholds separating the three initial search
choices (Proposition 1): visit the premium site first; search the micro-stock site directly; and the outside option. v is the threshold user who is
indifferent between purchasing the premium image after discovering the actual premium price and the remaining options of continuing to search
the micro-stock site or taking the outside option; and v′ is the threshold user who is indifferent between continuing to search the micro-stock site
after visiting the premium site and the outside option. In the first scenario (that is, v > v′), all users with v < v < v would find it worthwhile to
search the micro-stock site after visiting the premium site. In the second scenario (that is, v < v′), some users do not find it worthwhile to visit the
micro-stock site after spending time on the premium site. Corollary 1 provides a sufficient condition for Scenario 2.
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Table 1: Experimental design

Without premium-image With premium-image
price information price information

Premium option only 0 Price
Add micro-stock option Micro Micro + Price
Add micro-stock option + recommend images Micro + Rec Micro + Rec + Price

Table 2: Balance tests for cases in the analysis sample

N Multi-image High Secondary Case log(Total stock
case resolution page age images on site + 1)

0 840 0.14 0.68 0.82 14.62 1.50
Price 911 0.12 0.67 0.79 14.46 1.49

(0.31) (0.76) (0.12) (0.43) (0.82)
Micro 865 0.13 0.67 0.80 14.80 1.41

(0.92) (0.57) (0.14) (0.39) (0.22)
Micro + Rec 1,947 0.11 0.68 0.80 14.50 1.51

(0.02) (0.91) (0.17) (0.49) (0.93)
Micro + Price 897 0.10 0.68 0.80 14.48 1.53

(0.03) (0.87) (0.14) (0.48) (0.68)
Micro + Rec + Price 1,947 0.12 0.68 0.81 14.44 1.56

(0.13) (0.96) (0.50) (0.32) (0.36)
Total 7,407 0.12 0.68 0.80 14.53 1.51

Notes: the analysis sample. p-values in parentheses are based on two-sided t-tests between a given group and control group “0.” Multi-image case
indicates whether the case involves the unauthorized use of multiple images represented by the Agency; high resolution indicates whether the
displayed image is high-resolution; secondary page equals one if the image is displayed on a secondary page of the firm’s website rather than on
the home page; case age is the number of months between the date when the case was identified and the date when the email was sent; and the
number of total stock images on a website captures the number of unique images that are identified by a service provider as stock images
represented by its client stock-photo agencies.
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Table 3: Average effects of awareness of the micro-stock option

If license
N License Revenue N Revenue

(1) (2) (3)
Two control groups 1,751 0.002 0.384 3 224.333
Four treatment groups 5,656 0.026 0.920 149 34.906
(p-value) (0.000) (0.218) (0.002)

Notes: 14-day licensing outcomes of the two control groups and the four treatment groups in the analysis sample. We pool the groups together to
estimate the average effects of increasing the awareness of the micro-stock licensing option. License equals one if the user purchases either a
premium or a micro-stock license, and revenue (in $) is the licensed revenue ($0 if there is no license). p-values in parentheses are based on
two-sided t-tests.

Table 4: Effects of the two interventions on micro-stock licensing: regression results

License Revenue License Revenue
(1) (2) (3) (4)

With image recommendations 0.008∗ 0.217∗∗ 0.010∗ 0.248∗∗

(0.004) (0.102) (0.005) (0.113)

With premium-image price info 0.006 0.181∗ 0.009 0.224
(0.004) (0.106) (0.007) (0.146)

With image recommendations × -0.004 -0.061
With premium-image price info (0.008) (0.201)

log(total stock images+1) 0.005∗∗∗ 0.115∗∗∗ 0.005∗∗∗ 0.115∗∗∗

(0.002) (0.041) (0.002) (0.041)

Case age -0.001 -0.015 -0.001 -0.015
(0.000) (0.012) (0.000) (0.012)

Multi-image case 0.006 0.164 0.006 0.166
(0.008) (0.218) (0.008) (0.217)

High resolution -0.004 -0.093 -0.004 -0.094
(0.005) (0.112) (0.005) (0.112)

Secondary page 0.002 -0.120 0.002 -0.119
(0.005) (0.142) (0.005) (0.142)

Batch fixed effects Y Y Y Y
N 5656 5656 5656 5656

Notes: 14-day licensing outcomes of the affordable, micro-stock site for the four treatment groups in the analysis sample. License equals one if the
user purchases a micro-stock license, and revenue (in $) is the licensed revenue ($0 if there is no license). “With image recommendations” equals
one if emails belong to treatment groups “Micro + Rec” or “Micro + Price + Rec;” and “with premium-image price info” equals one if in groups
“Micro + Price” or “Micro + Price + Rec.” Robust standard errors are reported in parentheses. * p < 0.10, ** p < 0.05, *** p < 0.01.
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Table 5: Effects of the two interventions on clicking onto the licensing sites: regression results

Premium site Micro-stock site Premium site Micro-stock site
(1) (2) (3) (4)

With image recommendations 0.017∗∗ 0.055∗∗∗ 0.022∗ 0.069∗∗∗

(0.008) (0.007) (0.013) (0.010)

With premium-image price info -0.088∗∗∗ 0.016∗∗ -0.080∗∗∗ 0.036∗∗∗

(0.007) (0.008) (0.012) (0.011)

With image recommendations -0.011 -0.029∗∗

×With premium-image price info (0.015) (0.015)

log(total stock images + 1) 0.009∗∗∗ 0.012∗∗∗ 0.009∗∗∗ 0.012∗∗∗

(0.002) (0.003) (0.002) (0.003)

Case age -0.002∗∗∗ -0.001 -0.002∗∗∗ -0.001
(0.001) (0.001) (0.001) (0.001)

Multi-image case -0.011 -0.020∗ -0.011 -0.020∗

(0.011) (0.012) (0.011) (0.012)

High resolution 0.024∗∗∗ 0.011 0.024∗∗∗ 0.011
(0.008) (0.008) (0.008) (0.008)

Secondary page -0.025∗∗ -0.019∗ -0.025∗∗ -0.018∗

(0.010) (0.010) (0.010) (0.010)

Batch fixed effects Y Y Y Y
N 5656 5656 5656 5656

Notes: 14-day click-through rates onto the two licensing sites for the four treatment groups in the analysis sample. “With image recommendations”
equals one if emails belong to treatment groups “Micro + Rec” or “Micro + Price + Rec;” and “with premium-image price info” equals one if in
groups “Micro + Price” or “Micro + Price + Rec.” Robust standard errors are reported in parentheses. * p < 0.10, ** p < 0.05, *** p < 0.01.
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A. Appendix tables and figures

Table A1: Number of cases sent by group and by batch

N Batch 1 Batch 2 Batch 3 Batch 4
11/15/2017 11/20/2017 11/29/2017 12/04/2017

0 2,843 725 723 700 695
Price 2,848 726 725 700 697
Micro 2,839 721 726 692 700
Micro + Rec 6,359 1,627 1,625 1,552 1,555
Micro + Price 2,850 726 728 694 702
Micro + Rec + Price 6,351 1,624 1,622 1,553 1,552
Total 24,090 6,149 6,149 5,891 5,901

Notes: Includes all cases sent. As explained in detail in section B.3, we removed about four percent of the cases for the third and fourth batches
because the Agency adjusted the tiering system of the firms during the experiment. As a result, some of the firms were no longer eligible for the
experiment. The removed cases are statistically similar across different groups in their characteristics and proportional in quantity.

Table A2: Balance tests for cases sent

N Multi-image High Secondary Case log(Total stock
case resolution page age images on site + 1)

0 2,843 0.13 0.67 0.75 14.93 1.21
Price 2,848 0.13 0.65 0.75 14.87 1.22

(0.89) (0.10) (0.49) (0.60) (0.83)
Micro 2,839 0.13 0.66 0.73 14.96 1.18

(0.65) (0.44) (0.11) (0.80) (0.54)
Micro + Rec 6,359 0.11 0.68 0.76 14.84 1.24

(0.13) (0.17) (0.40) (0.37) (0.26)
Micro + Price 2,850 0.12 0.65 0.74 15.09 1.23

(0.45) (0.33) (0.22) (0.17) (0.60)
Micro + Rec + Price 6,351 0.12 0.67 0.75 14.88 1.22

(0.18) (0.71) (0.86) (0.60) (0.66)
Total 24,090 0.12 0.67 0.75 14.91 1.22

Notes: Includes all cases sent. p-values in parentheses are based on two-sided t-tests between a given group and group “0” in the first row.
Multi-image case indicates whether the case involves the unauthorized use of multiple images represented by the Agency; high resolution indicates
whether the displayed image is high-resolution; secondary page equals one if the image is displayed on a secondary page of the firm’s website
rather than on the home page; case age is the number of months between the date when the case was identified and the date when the email was
sent; and the number of total stock images on a website captures the number of unique images identified by a service provider as stock images
represented by its client stock-photo agencies.
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Table A3: Generating the analysis sample

Group N Bounced N Email opened in 14 days
(sent) back (not bounced) Percentage N

0 2,843 0.13 2,462 0.34 840
Price 2,848 0.13 2,488 0.37 911

(0.39) (0.07)
Micro 2,839 0.13 2,468 0.35 865

(0.71) (0.49)
Micro + Rec 6,359 0.13 5,529 0.35 1,947

(0.65) (0.34)
Micro + Price 2,850 0.13 2,475 0.36 897

(0.79) (0.12)
Micro + Rec + Price 6,351 0.13 5,548 0.35 1,947

(0.32) (0.40)
Total 24,090 0.13 20,970 0.35 7,407

Notes: We removed cases from our analysis for which (1) the email was bounced back due to an invalid address; and (2) the email was not opened
in the first 14 days. p-values in parentheses are based on two-sided t-tests between a given group and control group “0” in the first row.
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B. Further details of the experiment

B.1 Email templates

Figure B1. Template illustration—emails to group “0”

Notes: control group, without premium-image price information.
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Figure B2. Template illustration—emails to group “Micro”

Notes: treatment group, without image recommendation or premium-image price information.
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Figure B3. Template illustration—emails to group “Price”

Notes: control group, with premium-image price information.

37



Figure B4. Template illustration—emails to group “Micro + Price”

Notes: treatment group, without image recommendation but with premium-image price information.
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Figure B5. Template illustration—emails to group “Micro + Rec + Price”

Notes: treatment group, with both image recommendation and premium-image price information. Under option 3, the email displays both a

thumbnail and a link to the licensing page for each of the recommended images.
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B.2 Case eligibility

At the Agency, infringing firms are categorized into five ‘tiers,’ using a formula developed by a third-party

data firm. The formula uses information about each infringing firm—such as annual revenues, number of

employees, and industry—in order to predict the likelihood that the firm will settle an infringement claim

at the list price of a premium image. Tier 1 is the most likely to settle and tier 5 the least likely. We do not

observe the formula that maps a firm’s observable characteristics to a particular tier, but firms with lower

annual revenues (or if the revenue information is missing) tend to have a higher tier number. In a different

experiment, Luo and Mortimer (2017) show that the likelihood of settlement increases significantly with a

firm’s annual revenue (or, equivalently, decreases significantly with the tier number).

As of January 2014, the Agency no longer requested any settlement amount from firms in tiers 4 and

5 but continued to pursue settlement from firms in lower tiers (larger firms). The new experiment that this

paper analyzes included only firms in tiers 4 and 5 (that is, the smallest firms) to avoid disrupting the normal

operation of the compliance team at the Agency. The cases were identified within the two years preceding

the experiment.

B.3 Allocation

The cases were allocated into the six groups in two steps. For about ten percent of the cases eligible for

the experiment, the similar-image algorithm initially did not yield any results. To avoid confounding the

effect of our interventions with the possibility that the user might not find similar replacement images on the

website through their own searches, we excluded these cases at first. All other cases were randomly allocated

using a random-number generator to the six groups, as presented in table 1. Specifically, we allocated one

tenth of the cases to each of the four groups (two control and two treatment groups) that do not receive image

recommendations, and three tenths to each of the two treatment groups that received recommendations. We

intentionally allocated more cases to the two treatment groups for which similar images are recommended,

as the Agency deemed this to be the most constructive approach. It turned out later that the similar-image

algorithm had not initially worked due to a technical glitch, which was not systematically correlated with the

likely number of similar images on the licensing site or the characteristics of the case. In order to preserve

as many observations as possible and to provide a more balanced number of observations across groups,

we reinstated these cases and randomly added them equally to the four groups that were not given image
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recommendations.41

We planned to send emails for 24,680 cases in four batches. The number of cases ranged from 726 to

728 per batch for the two control and two treatment groups without image recommendations, and from 1,630

to 1,631 per batch for the two treatment groups with image recommendations. As illustrated in table A1,

the total number of emails that the Agency sent out was 24,090; thus, there is a discrepancy of 590 cases.

575 of these cases (98 percent) had been removed from the third and the fourth batches because the Agency

changed its classification system for infringing firms in the middle of the experiment, which made about four

percent of the cases ineligible for the experiment. We confirmed that the removed cases were statistically

similar across different groups in their characteristics and were proportional in quantity. We were not able

to trace the cause for the remaining 15 missing cases, and they appear to have come from different groups

or batches without a systematic pattern. Table A2 shows that for cases that were eventually sent out, the

groups were well-balanced.

B.4 Follow-up emails

A follow-up email was sent two weeks after the initial email, as long as there was no record of licensing

events or email correspondence. The follow-up email was exactly the same as the initial email (that is,

the interventions were consistent), except for the opening sentence, which indicated that it was a follow-up

to the previous correspondence. There were no other consequences for continued infringement within the

scope of this experiment.

41It is important to note that the glitch was discovered before the emails were sent. Thus, these recipients received exactly the
email template that they were supposed to according to the group assignment. In other words, it is not the case that these firms
received the ‘Rec’ templates and that we grouped them into the other four groups only in the analysis.
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C. Search and potential mechanisms: a model

C.1 Proofs of Proposition 1 and Predictions 1 and 2

In this section, we provide proofs of the results from the model presented in Section 3.3 of the paper. Recall

that v is the user who is indifferent between going to the micro-stock site directly and first visiting the

premium site (that is, the solution to UM(v) = UP(v)); v is indifferent between visiting the micro-stock

site directly and taking the outside option (that is, the solution to UM(v) = 0); v′ is indifferent between

continuing to search the micro-stock site and taking the outside option after spending time on the premium

site (that is, the solution of UM(v)− c3 = 0; and v = p̃+m(v) = p̃+max{UM(v)− c3,0} is the threshold

user who finds it worthwhile to purchase the premium image after discovering the actual premium price, p̃.

As explained in the paper, we make the following assumptions to exclude scenarios that are not relevant

to our empirical context. Assumption 1 guarantees that each of the three choices can be optimal for some

values of v:

Assumption 1. c1 >
∫ v

P(v− p) f (p)d p.

Specifically, the direct cost of searching for the premium-price information is sufficiently high such that a

user who is indifferent between visiting the micro-stock site directly and taking the outside option, v, does

not find it worthwhile to visit the premium site first.42

Assumption 2 ensures that the actual price is sufficiently high that only a small percentage of users who

visit the premium site find it worthwhile to purchase the premium image. Notice that v cannot exceed a

certain upper bound, because UP(v) is a non-decreasing function of m(v), and m(v) is bounded from below

at zero. Denote this upper bound as vmax, and assume the following:43

Assumption 2. p̃ > vmax.

With Assumption 2, v = p̃+m(v)> vmax +m(v)> v. Thus, only a small percentage of users who visit the

premium site will purchase the premium image, which is consistent with our data.

Recall that Proposition 1 states that the user follows a threshold rule for the three initial search options

described in equation (1): there exist unique v < v such that the user would take the outside option if v < v;

go to the micro-stock site directly if v < v < v; and go to the premium site first if v > v.
42Notice that m(v) = max{−c3,0}= 0. Thus, UP(v) =

∫ v
P(v− p) f (p)d p− c1.

43vmax is the solution of
∫ 1

12/v(vq−12)g(q)dq−c2 =
∫ v

P(v− p) f (p)d p−c1. The existence and uniqueness of vmax can be proved
using similar arguments in Proposition 1.
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Proof of Proposition 1. First, UM(v) is an increasing function of v. In particular, UM(v) can be written as∫ 1
12/v(vq− 12)g(q)dq− c2, and ∂UM(v)

∂v =
∫ 1

12/v qg(q)dq > 0. limv→0UM(v) = −c2 and limv→∞UM(v) = ∞.

Thus, there exists a unique v such that UM(v) = 0.

To show that v exists and is unique, we first derive ∂UP(v)
∂v . Notice that UP(v) = m(v)+

∫ v−m(v)
P (v− p−

m(v)) f (p)d p−c1. Moreover, denote by v′ the threshold value that equates UM(v)−c3 = 0 (that is, the user

who is indifferent between visiting the micro-stock site and the outside option after visiting the premium

site).44 Because m(v) = UM(v)− c3 for v > v′ and 0, otherwise, the derivative of ∂UP(v)
∂v takes different

expressions for these two segments:

∂UP(v)
∂v

=


∂UM(v)

∂v +
∫ v−UM(v)+c3

P (1− ∂UM(v)
∂v ) f (p)d p if v > v′

F(v) if v≤ v′
.

For each of the above two segments, UP(v) is an increasing function of v. When v≤ v′, the derivative is pos-

itive because F(v)> 0. When v> v′, ∂UM(v)
∂v +

∫ v−UM(v)+c3
P (1− ∂UM(v)

∂v ) f (p)d p= ∂UM(v)
∂v +(1− ∂UM(v)

∂v )F(v−

UM(v)+ c3)> 0, as ∂UM(v)
∂v =

∫ 1
12/v qg(q)dq < Eq[q]< 1.

For the existence of v, notice two things. First, under Assumption 1, UP(v) < UM(v) when v = v.

Second, UP(v) increases at an increasing rate for v < v < v′ (because the derivative F(v) is an increasing

function of v); when v = v′, ∂UP(v)
∂v increases from F(v′) to ∂UM(v′)

∂v +(1− ∂UM(v′)
∂v )F(v′); and ∂UP(v)

∂v > ∂UM(v)
∂v

for any v > v′ (as shown in the previous paragraph). Thus, there must exist a value of v > v such that UP(v)

crosses UM(v) from below.

For the uniqueness of v, the goal is to show that once UM(v) and UP(v) cross at v, they will not cross

again. This is guaranteed if their difference, ∆(v) = UP(v)−UM(v), is monotonically increasing in v after

v. Take the derivative of the difference w.r.t. v:

∂∆(v)
∂v

=


∫ v−UM(v)+c3

P (1− ∂UM(v)
∂v ) f (p)d p if v > v′

F(v)− ∂UM(v)
∂v if v≤ v′

.

If v≥ v′, because the first line of the above expression is always positive, ∆(v) increases with v for v > v.

Thus, UM(v) and UP(v) will not cross again.

If v < v′, the following shows that ∂∆(v)
∂v > 0 for any v < v≤ v′. Combined with the result in the previous

44Similar to v, v′ exists and is unique. Furthermore, v′ ≥ v.
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paragraph for v > v, we also have UM(v) and UP(v) never crossing again. To show that ∂∆(v)
∂v > 0 for any

v < v≤ v′, consider an alternative payoff function, ÛM(v) = Eq[q]∗v−12−c2; that is, the user always pays

$12 (and the search cost c2) and receives an image value of the mean expected quality. Notice that ÛM(v) is

everywhere below UM(v) because, with the latter, the downside risk that the quality yields the user a value

lower than $12 is eliminated by the option of not buying the image. Thus, ÛM(v) must cross UP(v) at a

value of v̂ < v. Note that the slope of ÛM(v), which is Eq[q], is constant and that the slope of UP(v), which

is F(v), increases with v. Thus, the difference in the slopes, F(v)−Eq[q], is positive after v̂. Finally, recall

that ∂UM(v)
∂v < Eq[q] as shown above. Thus, ∂∆(v)

∂v = F(v)− ∂UM(v)
∂v > F(v)−Eq[q]> 0 for v < v≤ v′.

Equation (3) in the paper presents the probability of users searching the micro-stock sites, and it con-

siders two scenarios. The following corollary provides a sufficient condition for the existence of the second

scenario; that is, v < v′.

Corollary 1. There exists a unique c̄3 such that when c3 > c̄3, among users who visit the premium site first,

at least some will find it too costly to visit the micro-stock site afterwards.

Proof. As explained above, v can not exceed vmax. At the same time, by the implicit function theorem

and the fact that UM(v)− c3 increases with v and decreases with c3, v′ (the solution to UM(v) = c3) is an

increasing function of c3 and is unbounded from above. Thus, a sufficient condition for v < v′ is when

c3 > c̄3, where c̄3 =UM(vmax).

In the following, we provide the proofs of the two predictions on the effects of the two interventions—(i)

image recommendations; and (ii) provision of the premium-image price information—on the probability of

searching the premium site, SP, and the probability of searching the micro-stock site, SM.

Proof of Prediction 1.

Proof for (i.a):

When c3 = 0, v′ = v < v. Thus, SM = Pr(v ≤ v ≤ v) (see equation (3)). v, the solution of UM(v) = 0,

is an increasing function of c2 by the implicit function theorem, as the left-hand side of this equation is

an increasing function of v and a decreasing function of c2. v = p̃+max{UM(v),0} is a non-increasing

function of c2. Thus, as c2 decreases, v decreases and v weakly increases. As a result, SM increases.
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SP = Pr(v > v) (see equation (2)). When c3 = 0, v is determined by the following equation:45

∆(v) =UP(v)−UM(v) =
∫ v−UM(v)

P
(v− p−UM(v)) f (p)d p− c1 = 0.

∂∆(v)
∂v =

∫ v−UM(v)
P (1− ∂UM(v)

∂v ) f (p)d p > 0 and ∂∆(v)
∂c2

=
∫ v−UM(v)

P − ∂UM(v)
∂c2

f (p)d p > 0. By the implicit function

theorem, v is a decreasing function of c2. Thus, when c2 decreases, v will increase. As a result, SP decreases.

Proof for (i.b):

When c3 > 0, v weakly decreases as c3 decreases. This is because UM(v) is not a function of c3, while

UP(v) weakly decreases with c3 (as a greater c3 implies a worse m(v)). Thus, image recommendations, via

reducing c3, also have a negative effect on v, and, hence, a positive effect on SP. The total effect of image

recommendations on SP, therefore, is the sum of the negative effect from a reduction in c2 (as shown above

in (i.a)) and the positive effect from a reduction in c3. If the latter, positive effect is sufficiently large (e.g.,

if c3 is very high without the intervention and drops to zero with this intervention) to overcome the former

cannibalization effect, we will have a lower v and a higher SP.

Proof for (ii):

The revealed image quality either increases or decreases the expected benefit of searching for a replace-

ment image (that is, the Pr(vq≥ 12)Eq[vq−12|vq≥ 12] part of UM(v)) and, hence, UM(v) itself. Suppose

that the new quality information yields a higher UM(v), it is straightforward that this will lead to a lower v

and a lower v′.

Recall that v is the solution of the following equation:

∆(v) = m(v)−UM(v)+
∫ v−m(v)

P
(v− p−m(v)) f (p)d p− c1 = 0.

As shown in the proof of Proposition 1, ∂∆(v)
∂v > 0 at v = v. To see the sign of ∂∆(v)

∂UM(v) , consider two different

scenarios. First, when m(v) = max{UM(v)− c3,0} = 0, ∆(v) = −UM(v) +
∫ v

P(v− p) f (p)d p− c1. We

can show that ∆(v) decreases with UM(v). Second, if m(v) = max{UM(v)− c3,0} =UM(v)− c3, we have

∆(v) = −c3 +
∫ v−UM(v)+c3

P (v− p−UM(v)+ c3)) f (p)d p− c1, which we can also show to be a decreasing

function of UM(v). Thus, v increases as UM(v) increases due to the implicit function theorem.

Finally, note that v = p̃+m(v) = p̃+max{UM(v)− c3,0}. Thus, as UM(v) increases, v either increases

45Under Assumption 1, m(v) = max{UM(v),0}=UM(v) for v > v, which is the relevant range of v’s to consider here.
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or does not change.

Prediction ii.a shows that if the revealed quality of the micro-stock image is higher than expected, we

should expect to see a higher SM and a lower SP. This prediction does not depend on the value of c3. To see

this, consider the two scenarios illustrated in Figure 2.

Consider the first scenario as illustrated in Figure 2a (when c3 is relatively small). The probability of

searching the micro-stock site is SM = Pr(v ≤ v ≤ v). If the revealed quality of the micro-stock image is

higher than expected, SM increases, because v decreases while v either increases or does not change. The

probability of searching the premium site is SP = Pr(v > v), which will decrease because v increases.

Consider the second scenario as illustrated in Figure 2b (when c3 is sufficiently high). The probability of

searching the micro-stock site is then Pr(v≤ v < v)+Pr(v′ ≤ v≤ v). Both segments of this total probability

increase because v and v′ both become lower, v becomes higher, and v becomes higher or does not change.

SP = Pr(v > v) decreases as explained above.

Prediction ii.b can be shown similarly.

Proof of Prediction 2.

Proof for (i):

With p̃ revealed, the user compares the payoff from purchasing a premium license and the maximum of

the other two options (finding a replacement image and the outside option). Thus, the proportion of users

going to the premium site will be SP = Pr(v ≥ p̃+max{UM(v),0}). Note that because the user will not

have incurred c1 before knowing the price information, if she is to search the micro-stock site, she needs to

incur only c2 instead of c2 + c3. Because p̃+max{UM(v),0} ≥ p̃+max{UM(v)− c3,0}= v and that v > v

(Assumption 2), the probability of visiting the premium site with price revealed, Pr(v≥ p̃+max{UM(v),0}),

is lower than that without the price revealed, which is Pr(v≥ v).

Proof for (ii):

If c3 is 0 to start with, SM = Pr(v≤ v≤ v) (equation (3)). Revelation of the premium-price information in

the email does not affect either threshold, thus, SM should stay the same. When c3 > 0, however, immediate

revelation of the premium price will guide users who cannot afford that price to go to the micro-stock site

directly, without wasting time searching for the premium price; that is, users will face c2 rather than c2+c3 in

searching for a replacement image. Thus, SM = Pr(v< v< p̃+max{UM(v),0}). v does not change with this

intervention, but p̃+max{UM(v),0} is greater than or equal to the old v, which is p̃+max{UM(v)− c3,0}
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in the absence of this intervention. Thus, SM weakly increases. In particular, if c3 is sufficiently high for us

to be in the scenario described in Figure 2b, the increase in SM will be strict because the gap between v and

v′ also disappears.
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D. Longer-term outcomes

To have a sense about users’ non-licensing behaviors that we group together as the outside option in the

paper (e.g., continual infringement or taking down the images with or without replacement), we collected

longer-term outcomes in May 2019, about a year and a half after the start of our experiment.

We randomly selected 100 cases from each of the six groups (a total of 600 cases, about eight percent of

our analysis sample) and manually collected the following variables: (i) whether the infringed image is still

displayed on the page URL on which the infringement was first detected; and (ii) whether we can find any

image on the same page that looks similar (by visual examination) to the infringed premium image but is not

licensed through the Agency. The second variable is meant to capture incidences in which the users replace

with a similar image from outside sources. However, this is, at best, a noisy measure for the following

reasons. First, without knowing when the image files were coded into the webpages, we cannot tell whether

they were already on display before our email interventions. Second, even if these images were placed on

the webpages after our emails, we cannot tell whether they were used as a response to our emails or for

unrelated reasons. Third, even though the first two reasons may over-estimate the replacement probability

as a response to our emails, there are also reasons to believe that we may not capture the full extent of such

behaviors—for example, if firms do not have to replace the infringed images with ones that look similar.

Another issue that we encounter during the data-collection process is that about 40 percent of pages are

no longer valid.46 Similar to our discussion above, some of these pages might already have been invalid

before our emails, which is possible given that the average age of the case (from detection to our email) is

14.5 months. Those that were made invalid afterwards might have happened in response to our emails or

for unrelated reasons. Panel (c) in table A4 presents the probability of invalid pages by group; pair-wise test

statistics show that this probability does not differ across groups.47

In panels (a) and (b) of table A4, we present the probability of continual infringement and the probability

of our measure of ‘image replacement (from outside sources)’ for all six groups, for all 600 cases. Overall,

the rate of continual infringement is 12.5 percent; the rate of image replacement is 19.5 percent; and 28

percent took down the premium image without replacing it.48

46Recall that the majority of the pages are not the home page of a firm, so invalid pages do not mean that the firms are no longer
in operation.

47Because our experiment uses randomization (and the probability of invalid pages is similar across groups), we do not think that
these invalid pages affect the interpretation of our licensing results in the paper. If anything, the possibility of invalid pages prior to
our email interventions suggests that the licensing rate is likely to be higher if emails were sent out in a more timely manner.

48These percentages are not conditional on a page remaining active. For the conditional statistics, one should divide these rates
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The differences across groups are not statistically significant, with the exception of the comparison be-

tween the two treatment groups that receive image recommendations but do or do not receive the premium-

price information. However, it is not clear why this might be the case. The data provide a noisy measure of

the true underlying behavior, and the difference due to premium-price information in the other two compar-

isons is either zero (between the two treatment groups that do not receive image recommendations) or very

small and insignificant (between the two control groups, p-value of 0.49).

Even though it is impossible to reach precise conclusions, these data do make us think further about the

different outside options that users may choose. With all the data caveats in mind, here are some of our

take-aways:

First, the continual infringement rate (12.5 percent) is not trivial. These are likely to be cases in which

the users perceive a low legal risk of continual infringement (which is not surprising given the generally

non-threatening tone of the emails); and they also receive some value from keeping the particular image,

as it might be an integral part of the website design, whereas the costs of finding a replacement image

and integrating it into the site are relatively high. Thus, for these users, taking no action (i.e., continual

infringement) may be the least costly option.

Second, for the 28 percent of cases in which the image is taken down without being replaced, the users

likely face non-trivial costs of finding and uploading a replacement image and/or do not place much value

on using an (or an additional) image.

Lastly, the incidence of using a replacement image from other sources is 19.5 percent. This suggests

that for a sizable proportion of users, the additional costs of finding and uploading replacement images from

outside sources are not prohibitively high and that they derive sufficient value from having an additional

image on their websites. It is possible that these users are sufficiently price-sensitive to take their own

photographs, or they may use Creative Commons images (such as from Flickr.com) for free. That said,

given that the Agency’s portfolio of micro-stock images is among the largest in the industry and that they

cost only about $20—which does not seem like much for even a small business—this raises an interesting

question: why don’t these users simply license from the Agency, as offered in our emails? It is possible that

they might not have been able to find a replacement image on the Agency’s site; or they may have reacted

negatively to being monitored, particularly in the absence of an industry norm for ex-post licensing requests.

by about 0.6.
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Table A4: Long-term outcomes

(a) Whether premium image still displayed on page

Without premium-image With premium-image
price information price information

Premium option only 0.12 0.13
Add micro-stock option 0.16 0.13
Add micro-stock option + recommend images 0.09 0.12

(b) Whether a similar image is found on page that is not licensed from the Agency

Without premium-image With premium-image
price information price information

Premium option only 0.24 0.20
Add micro-stock option 0.17 0.17
Add micro-stock option + recommend images 0.25 0.14

(c) Whether page URL is still valid

Without premium-image With premium-image
price information price information

Premium option only 0.59 0.63
Add micro-stock option 0.62 0.63
Add micro-stock option + recommend images 0.58 0.60

Notes: a random subset of our analysis sample, with 100 cases from each group.
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